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Mind the denominator: towards a more effective
measurement system for cybersecurity
Eric Jardine

Political Science, Virginia Tech, and CIGI Fellow, Blacksburg, USA

ABSTRACT
Crime statistics in the physical world are routinely normalised
around the population of a city or country. Such normalisations
are essential, as they provide both a propensity-based perspective
on crime (e.g. the odds of being murdered are 1 in 100,000) and
correct for the simple fact that a larger population should have
more crimes. Unfortunately, many cybersecurity metrics tend to
be uncorrected counts of malicious phenomena such as the
number of phishing websites. While normalisation cannot make
bad measures good, a failure to normalise even the best
cybersecurity metrics can lead to bias. A failure to normalise count
statistics around the size of the ecosystem, sensor density or risk
mitigation personnel has implications for the observed trends,
often making the state of cybersecurity seem worse than it
actually is. In short, normalisation of malicious count data is a
crucial measurement step and has significant impacts for both
firm- and economy-wide risk management strategies and policy
assessment.
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Measuring cybersecurity well is extraordinarily hard. It is also essential for those tasked
with deciding important questions of risk management, resource allocation and policy
assessment. A number of exemplary studies have made great strides towards accurately
measuring everything from latent reflected distributed denial of service (rDDoS) capability
(Leverett and Kaplan 2017), to the occurrence of data breaches (Romanosky 2016) and
trends in cybercrime (Anderson et al. 2013; Dreyer et al. 2018).

Unfortunately, despite pockets of genius, good measures of online security are often
difficult to find. Past research has taken issue, quite correctly, with the quality of existing
cybersecurity metrics, pointing out how they are often missing key evidence (Anderson
et al. 2013); lack a common model of cost (Brecht and Nowey 2013); use poorly crafted
survey designs (Ryan and Jefferson 2003; Florêncio and Herley 2011); mistake advertised
prices for completed sales in illicit markets (Herley and Dinei 2009); suffer from aggrega-
tion bias among incident indicators (Jardine 2017); and are plagued by a weird mixture of
both under- and over-reporting (Kshetri 2006; Florêncio and Herley 2011). These studies all
focus, in effect, on the problem of correctly measuring the numerator of online security,
which could include everything from phishing emails and denial of service attacks to
the spread of malicious programmes. Fixing how we collect and measure these various
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cybersecurity statistics is certainly crucial, but it is also only half of the real measurement
puzzle.

Attention also has to be focused upon the denominator (Jardine 2015; Geer and Jardine
2017). Crime and other malicious online activities do not occur in a vacuum, but are linked
instead to the size and fecundity of the overall ecosystem. Big and busy places tend to
have more crime than sleepy, slow locations. In this paper, I argue that a failure to normal-
ise cybersecurity statistics (even ones that are collected in the best possible ways) will
cause both descriptive and diagnostic problems. These problems, in turn, can lead to fail-
ures of risk management, resource investment misallocation, and errors of policy assess-
ment. In particular, I show that failing to normalise cybersecurity statistics around the
growing size of the internet tends to over-state the problem of worsening trends in cyber-
security (Jardine 2015), which could in turn potentially lead to an overinvestment in infor-
mation security measures and a net welfare loss. This omission can also cause problems for
policymakers who may use variation in the raw count of cybersecurity incidents as a metric
for assessing the success or failure of remedial policy. In short, normalising cybersecurity
indicators around the growing size of the internet ecosystem is necessary (although clearly
not sufficient) if we are going to get a good descriptive and diagnostic handle on the
problem of information security.

By way of a short road map, I first briefly review some current trends in online inse-
curity as they are found in vendor and NGO reports. This section also explores potential
links between counts of malicious incidents and governmental policy. The second
section details how the usual measurement system used in these endeavours (raw
counts) often makes malicious online activity seem worse than when the numbers are
normalised around the growing size of the internet ecosystem. This distortion has impli-
cations for various actors’ resource investment strategies. The third section points to
how estimations of the state of cybersecurity, either over time or across countries,
also need to factor in the density of the observational network used to record events.
The fourth section details how risk metrics may also need to be normalised around
the stock of available risk mitigation capacity. The fifth section delves into the related
problem of assessing the effectiveness of remedial cybersecurity policies in the presence
of either uncorrected and normalised metrics. The sixth section provides a discussion of
some potentially useful denominators that could help inform measurement exercises
going forward. Lastly, I conclude.

What we think we know about the level of cybersecurity and how it
informs policy

No actor has a perfect view of the occurrence of malicious online activity or the scope of
technological and human vulnerabilities as they exist across the internet. Numerous
attacks go underreported or occur beyond the view of attack sensors, creating a
problem of missing evidence when trying to define the precise scope of the problem
(Bisogni, Asghari, and Van Eeten 2017).

While security metrics contained within vendor reports can be at times deliberately mis-
leading (Anderson et al. 2008) and likely suffer from aggregation bias (Jardine 2017), the
hands-on vantage point afforded to computer security firms, such as Symantec and Kas-
persky Labs, provides a rare and comparatively global glimpse of the occurrence of
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malicious activity. The metrics in these reports tend to confirm popular perception: that
the problem of malicious online activity is a big one and one that is worsening over time.

Take malicious web-based attacks as an example. Both Symantec and Kaspersky Labs
provide an ongoing count of the number of attacks that they have observed each year
(Kaspersky 2008, 2009, 2010, 2011, 2012, 2013, 2014, 2015, 2016; Symantec 2013, 2014,
2015, 2016, 2017; Statista 2017). As shown in Figure 1, the trends are not encouraging.
In 2012, Symantec observed slightly over 165 million blocked web-based attacks. In
2015, the number had rocketed upwards and surpassed 400 million blocked attacks.
This change amounts to a troubling rise of 139% in just four years. Similar to the
numbers reported by Symantec, Kaspersky Labs observed a deteriorating situation from
2008 to 2015. In 2008, the number of recorded attacks from online resources was ‘just’
23,680,646. By 2013, observed web-based attacks reached a high point of 1,700,870,654
incidents, before declining to 798,113,087 events in 2015. From the lowest to the
highest points, these worsening numbers amount to an increase in attacks launched
from online resources of over 7,000%. From 2008 to 2015, the change still amounts to
the not inconsiderable increase of 3,270%. Clearly, the count of incidents suggests that,
globally, cybersecurity is worsening.

The Anti-Phishing Working Group (APWG), a non-governmental organisation that main-
tains a clearing house of phishing incident data, paints the same basic picture when it
comes to phishing websites and phishing email campaigns (Group 2008–2016). As
detailed in Figure 2, the quarterly trend from 2008 to the end of 2016 is decidedly positive.
In 2008, APWG recorded 278,398 phishing websites and 335,965 phishing email cam-
paigns. In 2016, those totals had ballooned to 1,279,671 and 1,218,866, respectively,
amounting to a 359.7% increase in the number of phishing websites and 262.8% increase
in the occurrence of phishing email campaigns.

While vendor and clearing house data are imperfect measures, to be sure, the trends
seem to suggest that cybersecurity is getting decidedly worse in terms of the raw occur-
rence of events. This perception of a worsening online environment seems to be mirrored
in terms of the wider security community’s view of the inherent level of cybersecurity risk
in the ecosystem. The sentiment-based Index of Cybersecurity, for instance, shows a stea-
dily heightening perception of insecurity among various actors, with almost every month
hitting a new high in terms of risk relative to the April 2012 baseline (Cybersecurity 2017).

Figure 1. The trend in cybersecurity incidents.
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This sentiment among experts is also largely shared by the general public. Looking at
Google Trends for the search term ‘cybersecurity’, for example, shows a steadily increasing
search term propensity since 2004 (Google 2017).

Direct links between vendor reports, clearing house data, wider perceptions of insecur-
ity and policy outcomes are, of course, hard to substantiate concretely. Nevertheless,
several policy documents from the United States suggest that worry over the increasing
frequency and occurrence of cybersecurity events is a commonly cited motivation for
new cyber policy initiatives. The Obama administration’s ‘Presidential Policy Directive –
United States Cyber Incident Coordination’ from July of 2016, for example, is an exemplary
case in point. In the motivation for the directive, the document states, ‘Cyber incidents are
a fact of contemporary life, and significant cyber incidents are occurring with increasing
frequency’ (The White House 2016). Likewise, President Obama’s 2013 ‘Executive Order
on Improving Critical Infrastructure Cybersecurity’ begins by highlighting the frequent
occurrence of attacks as a source of serious concern, noting that ‘Repeated cyber intru-
sions into critical infrastructure demonstrate the need for improved cybersecurity. The
cyber threat to critical infrastructure continues to grow and represents one of the most
serious national security challenges we must confront’ (The White House 2013). Moreover,
while the Trump administration has yet to complete a full cyber defense review as of Feb-
ruary 2018, President Trump did sign an executive order aimed at strengthening the secur-
ity of federal IT networks in 2017 (The White House 2017). Contextualising the motivation
for the order, Tom Bossert, the White House Homeland Security Advisor, pointed to the
increased occurrence of malicious attacks, saying, ‘The trend is going in the wrong direc-
tion in cyberspace, and it’s time to stop that trend and reverse it on behalf of the American
people’ (Geller 2017).

In each of these policy examples, a growth in the frequency of cybersecurity incidents is
a motivating factor for new policy. Certainly, the increased potential harm that can be
done via digital attack remains a relevant factor, but the raw count of occurrences is a
clear motivation for new policy and programmes as well. These policies might be a
needed addition to the national and global set of regulations designed to protect
digital technologies from malicious attack. Yet, in a world where resource constraints
are real and opportunity costs can be very costly indeed, negative narratives based

Figure 2. The worsening trend in phishing attacks.
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upon data which captures only the raw count of malicious events, can lead, as I show in the
following sections, to adverse policy reactions or even potential overreactions if the policy
is more drastic than warranted by the actual state of cybersecurity (Jardine 2015, 2017).
The point, therefore, is that measurement is a fundamental prerequisite of good policy
and raw counts rarely, if ever, suffice.

Counts or rates? What a difference a denominator can make

There are potentially a lot of problems with vendor counts and clearing house data. How
they are measured, what they miss and what they mean in context all matter (Kshetri 2006;
Anderson et al. 2008; Herley and Dinei 2009; Florêncio and Herley 2011; Anderson et al.
2013; Brecht and Nowey 2013; Jardine 2017). But fixing all of the potential problems
that can plague any cybersecurity metric is only part of the battle. While better measures
can provide a decent, static snapshot of insecurity in a given period (but see the next
section on sensor normalisation), even the best conceivable metrics will fail to depict prop-
erly trends over time if the count of the number of attacks, phishing campaigns or mali-
cious websites is not normalised around the size of the internet ecosystem (Jardine
2015; Geer and Jardine 2017). In a world where the denominator of the online ecosystem
continues to grow significantly each year, uncorrected counts of attacks or phishing cam-
paigns will make the situation seemmuch worse than it actually is, even in the presence of
the best possible top-line measures. A seemingly worse online environment, in turn, can
encourage investment in information security measures and cybersecurity policies that
might not be justified by the numbers.

A simple example should highlight the extent of the problem. In 1988, Robert Morris
launched one of the first internet worms (Menninger 2005). The Morris Worm, as it
came be to known, exploited flaws in the Unix sendmail system. The worm spread
rapidly, and reportedly soon infected upwards of 6,000 computers. In contrast to the
propagation of the Morris Worm, contemporary botnets infect tens, if not hundreds, thou-
sands, or even millions, of devices. For example, Mirai, the malware behind the botnet that
was responsible for the distributed denial of services attack on Dyn in the fall of 2016, is
reported to have infected a variable population of upwards of 500,000 Internet of Things
(IoT) devices (Dobbins 2016). Framed in absolute terms, Mirai is about 83 times larger than
the network of devices infected by the Morris Worm.

But Mirai, which has done tremendous damage and which points to the huge vulner-
abilities that exist in the IoT, is proportionately nowhere near as big a problem as the
Morris Worm. In 1988, there were maybe around 60,000 devices connected to the internet,
which means the Morris Worm infected upwards of one tenth of the entire system. With
over 3.4 billion internet users globally, a similar worm in 2016, assuming that internet users
only operate one device each, would have had to infect upwards of 342 million devices.
Mirai is a gnat in comparison. Instead, the 500,000 machines infected by Mirai amounts
to only 0.015% of all internet users. There are certainly important qualitative differences
between the Morris Worm and Mirai, but framed in propensity-based terms, the idea
that cybersecurity continues to worsen year upon year is not necessarily correct. Some
of the proportionately largest attacks may well be behind us.

The significant difference that the (often) growing denominator of the internet makes
emerges again and again when assessing trends over time. Table 1 is a case in point. It
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includes two sets of numbers: 1) the absolute count of phishing websites and phishing
email campaigns from APWG (Group 2008–2016) and 2) these numbers normalised
around various indicators for the growing size of the internet ecosystem, including sent
emails, email users, websites and Google searches (Jardine 2015). These denominators
make sense when speaking about the relative levels of insecurity caused by either phish-
ing email campaigns or websites, since phishing emails are sent by email to email users
and phishing websites are websites that are accessed by people who are online. While
many phishing websites are blacklisted before they are fully indexed by Google’s search
bots, Google search activity can be taken as a rough proxy for online activity more gener-
ally and so acts as a measure of the propensity for people to become exposed to malicious
websites.

There are two interesting points of note in the table. First, the trend in the absolute
numbers can trick people into thinking things are getting worse when they are actually
getting better. The final row in the table, for example, depicts the percentage change
from the number of events in 2008 to the total as recorded at the end of 2015. Over
this period, the total number of phishing websites increased by 164.1%, suggesting,
ceteris paribus, that cybersecurity is getting worse. However, when those same
numbers are expressed as a proportion of either the number of websites (the population
within which phishing websites live) or Google searches (a rough measure of the volume
of people’s engagement with websites), the trend over the sample period is negative.
Instead of becoming a worse problem, phishing websites per 100,000 websites fell over
this period by 47.3% and phishing websites per 100,000 Google searches fell by 40.6%.
Again assuming that everything else is equal, a lower rate of phishing websites suggests
that people had a lower chance of coming into contact with a phishing website in 2015
than they did in 2008. The rates, in other words, tell a story of improved, rather than wor-
sening, cybersecurity.

The second point of interest is that when both counts and rates suggest that cyberse-
curity is worsening, a failure to normalise the security incident data can cause fairly large
distortions, either over- or underrepresenting how bad things might be getting. For
instance, the total count of the number of phishing email campaigns grew by 320.9%
between 2008 and 2015. The rate of phishing emails per 100,000 email users also wor-
sened, but increased only 111.6%, a marked difference of 209.3 percentage points.
When the denominator is growing, in other words, a failure to normalise makes negative
trends seem far worse than they really are. At the same time, when the denominator is

Table 1. The sometimes favourable trend in normalised numbers.

Phishing
Websites

Phishing
Websites per

100,000 Websites

Phishing Websites
Per 100,000 Google

Searches
Phishing
Emails

Phishing Emails
per 100,000

Emails

Phishing Email
per 100,000
Email Users

% Δ 2008–2009 79.6% 30% 19.9% 22.7% 4.5% 14%
% Δ 2009–2010 −27.3% −16.3% −47.6% −24% −36.1% −43.4%
% Δ 2010–2011 17.5% −29.7% −9.6% −9.3% Missing data Missing data
% Δ 2011–2012 47.6% −26.8% 35.6% 12.5% Missing data Missing data
% Δ 2012–2013 −21.9% −19.1% −32.3% 46.2% 15.1% 32.7%
% Δ 2013–2014 −20.1% −44.5% −17.6% 50.5% 43.8% 45.7%
% Δ 2014–2015 87.0% 109.9% 38.2% 100.8% 86.9% 94.4%
Sample %
Δ 2008–2015

164.1% −47.3% −40.6% 320.9% 329.9% 111.6%
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shrinking, the percentage change in the count of phishing emails can actually underrepre-
sent the problem. Based upon the numbers I have, the yearly number of emails sent fell by
2.1% from 2008 to 2015. This decline makes the continued increase in phishing email cam-
paigns worse, with the normalised rate being 9 percentage points higher than the uncor-
rected count of phishing campaigns. In every case, distortions of various sizes can cloud a
policymaker’s view if they are using raw counts in place of rates to measure changing
levels of cybersecurity over time.

Of course, if you are using bad data for the numerator, then even appropriate normal-
isations won’t turn poor metrics into useful ones. The numerators in these case, for
example, might be missing key pieces of the insecurity puzzle. For instance, since most
browsers now use low-latency blacklisting, a higher number of phishing websites might
not mean more people are actually exposed to corrupted content. An ideal measure
would actually consistently track and record exposure to phishing websites only, not a
raw count of their existence. In other words, metric development and use matters a lot
(Jaquith 2007). However, the obverse is also true in the sense that, even if the available
metrics were perfectly conceptualised, operationalised, collected and tracked, a failure
to normalise the resulting data would still cause distortions, as the count would not
accommodate more websites, emails or activity in the ecosystem as a whole. In sum,
count data needs to be normalised, lest a constantly increasing number of events gives
policymakers a false impression of the current state of cybersecurity.

Temporal and spatial comparisons: sensors and volumetric measures (i.e.
counts)

One of the perennial and rather pressing problems for cybersecurity is the correct identi-
fication of malicious activity, events, and actors. This identification is plagued by measure-
ment error (observation bias). While the normal problems of random and systematic error
limit the inherent accuracy of the various measures of security incidents, breached records,
or malicious activity (Taylor 1997; Peralta 2013), there is an added dimension of error that is
unique to adversarial spaces such as the realm of cybersecurity. This additional error could
be called ‘purposive error’. Essentially, when someone wants to get up to no good, they
will usually employ a host of obfuscation techniques, thereby covering their tracks and
making identification of a network breach, for example, a greater challenge.

This form of error is not random in the same way that the occasional sensor failure
could hide a portion of ongoing attacks. Nor is it systematic in the sense that a count of
network breaches could be biased due to a failure to observe activity on a specific part
of a network (akin to incorrectly zeroing measurement equipment). Instead, ‘purposive
error’ is dynamic in the sense that its scope changes over time and is adaptive to
efforts of identification and measurement, such that a new technique to measure
network intrusions will be met with new obfuscation techniques designed to confound
proper measurement. Together, these three sources of error hamper the correct measure-
ment of the scope of cybersecurity events.

Measurement issues such as these are often used as an argument for the idea that
correct numerator construction (i.e. a count of attacks or network breaches) will be an
imperfect metric. In the extreme, the full extension of the argument would be, ‘Why
measure anything since the resulting number will be definitively incorrect?’ Yet, the fact
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that the ‘quantified security hypothesis’ – that we can measure security well and so
produce it better – is only weakly supported does not necessarily imply that quantification
or attempted measurement is not worth the time or effort (Verendel 2009). Absent
measurement, the best remaining strategy for providing cybersecurity is random gues-
sing, which is less than ideal and ignorant of the myriad ways in which data-driven security
can help to protect networks (Jacobs and Rudis 2014).

Assuming that measuring events remains a worthwhile endeavour, simply working to
overcome measurement error in the collection of data is again insufficient to produce a
proper measure for either longitudinal or spatial comparisons of the problem of cyberse-
curity. The need for normalisation remains, because, even in the absence of the deliberate
use of obfuscation techniques by malicious actors, varying observation capacity can affect
the estimation of malicious outcomes. Data from Symantec’s Internet Security Threat
Reports is indicative of the problem (Symantec 2013, 2014, 2015, 2016, 2017).

Figure 1 above highlights how the raw count of blocked attacks recorded by Symantec
was steadily increasing from 2012 to the end of 2015. The problem with these measures,
beyond the need to express such counts as a proportion of general internet activity, as
pointed out before, is that they are recorded by a network of sensors that varies in size
and scope over time. In other words, over the 5-year period of observation, Symantec’s
network view was subject to considerable fluctuations. In their 2012 report, Symantec’s
findings were populated by 69 million attack sensors in 157 countries. In 2013, the
number of leveraged attack sensors actually dropped to 41.5 million, before increasing
in 2014 to 57.6 million. In the 2016 report, the number of sensors expanded further to
63.8 million.

This inconsistent network view might not be easily fixed, as the practicalities of sensor
deployment, calibration, and maintenance can easily affect the size of a given actor’s
network view. But, left uncorrected, a varying network size does distort the meaning of
any resulting count of blocked web-based attacks. Simply put, more sensors should
lead to more observed attacks, vulnerabilities, and so forth, everything else being equal.
Without correcting for a shifting network view, therefore, counts of malicious activity
can be biased both over time and spatially.

One way to fix the problem would be to normalise the number of reported incidents
around Symantec’s changing network view. This procedure makes it possible to get a
sense of the number of observed attacks per sensor. Such a simple mathematical manipu-
lation strips away concerns with varying network views over time and lets us more accu-
rately plot the trend in blocked web-based attacks. Obviously, maintaining an invariably
sized and positioned sensor network would provide a uniform network view over time
and so abjure the need for normalising around the size of a sensor network (establishing
a baseline year in the data would have a similar effect).

Creating a blocked-attack-per-sensor measure, as shown in Table 2, results in a trend in
malicious events that looks somewhat different than before. Sometimes the corrected (i.e.
normalised) state of cybersecurity looks worse. Sometimes it looks better. The year-over-
year trend in the absolute number of attacks from 2012 to 2013, for example, increased
around 24%. In contrast, when the number of attacks per year is normalised around the
number of sensors used to gather data in each period, the rate of observed attacks
increased by 106% – or over four and a half times more. In the two other periods, the nor-
malised rate of attacks per sensor shows either more improvement than the uncorrected
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counts (2013–2014) or a less pronounced worsening (2014–2015). The point, really, is that
a changing network view affects our observation of the trends over time and this has
material implications for our understanding of the degree of cybersecurity online.

Comparative measurement of cybersecurity risk across countries or regions is also sen-
sitive to sensor placement. If all sensors are equally likely to observe attacks, then the phys-
ical positioning and density of network sensors can have material implications for any
assessment of how targeted a particular country or region might actually be.1 A particular
location might seem to be heavily targeted by malicious activity, but this trend might be a
function of the placement of sensors and not a representation of the actual volume of
attacks. If, for example, country A has 10 sensors and country B has 100 sensors, then
regardless of the number of actual malicious incidents in each country, we would
expect country B to appear potentially upwards of 10 times worse than country A. This
difference would not be due to anything other than the density of observation instru-
ments (network sensors) across territory.

Data on trends in actual cyberattacks bears this logic out. Kaspersky Labs, the Russian
antivirus vendor, provides a ‘Cyberthreat Real-Time Map’ (Kaspersky 2018). This map
includes a record of observed attacks by country per day for a maximum of one
month’s time. These attacks include local infections, among other vectors, as a primary
form of malicious activity. These data can provide a rough sense of which country is
bearing the brunt of cyberspace’s negative excesses. Additional data from the AV Com-
paratives IT Security Survey can help to determine a rough estimate of the number of
people in the US, Germany, and Russia, as three countries for comparison, using Kaspersky
Labs’ antivirus suite, which is a primary means of recording malicious activity (Compara-
tives 2018).2

Table 3, for example, presents basic descriptive data, including the record of average
total local infections in the US, Germany, and Russia, as recorded by Kaspersky Labs
from January 29 to February 28, 2018 (Kaspersky 2018). The table also presents totals
for the number of internet users per country, to give a sense of the size of the population
that could be affected by malicious attack. Lastly, it records both the proportion of the
internet-using population that reported that they used Kaspersky Labs AV in the AV Com-
paratives survey and the total population of internet users per country that this proportion
would represent if we assumed that the survey was representative.

Table 2. Network view, blocked attacks and sensor normalised numbers.
Attacks
Blocked

Number of
Sensors

Attacks per 1,000,000
Sensors

Absolute Percent
Change

Normalised Percent
Change

2012 167,900,000 69,000,000 2,433,333 % Δ 2012–2013 23.91% 106.02%
2013 208,050,000 41,500,000 5,013,253 % Δ 2013–2014 −12.28% −36.79%
2014 182,500,000 57,600,000 3,168,403 % Δ 2014–2015 120% 98.62%
2015 401,500,000 63,800,000 6,293,103 N/A N/A N/A

Table 3. Russia, Germany and the United States: comparative ecosystems.

Internet
users

Average Total Local
Infections (Jan 29 – Feb 28,

2018)
Potential Proportion of the Internet
Using Population Using Kaspersky

Potential Number of
Total Kaspersky AV users

USA 312,322,257 528,356 26.20% 28,702,845
Germany 79,127,551 417,879 16.00% 12,660,408
Russia 109,552,842 2,039,768 11.80% 36,854,026
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Leveraging these comparative data highlights the importance of not just normalisation
around the size of a country’s internet ecosystem, but also the utility of corrections around
the plausible density of an observer’s network sensors. Table 4, for instance, shows: 1) the
comparative counts of local infections; 2) the variously normalised rates of events; and 3)
the percentage change between Russia, as the worst affected nation, and the other
countries in consideration. In every country comparison, Russia suffers the worst from
the excesses of cyberspace.

There are, however, non-trivial differences in the degree to which Russia is worse off
than either Germany or the United States, depending upon the measurement approach
that is used. With no corrections whatsoever, Russia is 388% worse off than Germany in
terms of local infections and 286% worse off than the US. The picture changes after a
process of normalisation. Normalising local infection counts around each country’s inter-
net-using population alters the threat landscape. Russia, while still less secure than
Germany, becomes slightly less (253% versus 388%) worse off in terms of local infections.
The opposite pattern is apparent with the comparison of Russia to the United States.
Indeed, once population size and ecosystem activity are factored in, Russia is 1001%
worse off in terms of local infections when compared to the United States.

Factoring in the potential density of Kaspersky Labs’ sensors in each country changes
the picture further still, thereby illustrating the point that sensor density affects measure-
ment outcomes in spatial comparisons. Compared to Germany, normalising the count of
local infections around the plausible density of Kaspersky’s sensor network in each country
makes Russia seem significantly better off than the raw count of events would suggest
(115% worse versus 388%). In a comparison of Russia and the US, Russia fares worse,
with local infection rates per 10,000 sensors jumping up 110 percentage points compared
to the raw count (286% versus 396%).

A similar set of divergences occur once the rate of attacks per 1,000,000 internet users is
further normalised around sensor network density. Here, as indicated in the fourth data
column in Table 4, Russia and Germany converge significantly, with Russia remaining
only 56% worse off. Again, the comparison of Russia and the United States moves in
the opposite direction once sensor density is factored into the equation. The rate of
local infections in Russia is 312 percentage points worse once the potential density of
each country’s sensor network is taken into account.

The basic point is that determining which country or region is worst off in terms of
cybersecurity incidents is sensitive to the processes used in the observation of attacks.
If a particular location is packed with networks sensors, then, on average, there should

Table 4. Spatial comparisons and the importance of observation instrument density.

Local
Infections

Local Infections per One
Million Internet Users

Local Infections per
10,000 Sensors

Rate of Local Infections per
One Million Users per 10,000

Sensors

Russia 2,039,768 18,619 710.65 6.49
Germany 417,879 5,281 330.07 4.17
USA 528,356 1,692 143.37 0.46
Percentage Difference
(Russia to Germany)

388% 253% 115% 56%

Percentage Difference
(Russia to USA)

286% 1001% 396% 1313%
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be more observed attacks in that space than somewhere where sensors are sparse or even,
at an extreme, non-existent. The data presented above illustrates the intuition, although
there are no radical reversals in terms of the rank ordering of worst off countries in
terms of local infections.3

In sum, raw counts of events or even rates as a proportion of total population can be
terribly prone to distortion due to a shifting network view. The effect of a differing
network view matters for both longitudinal and cross-sectional comparisons. For instance,
while Symantec’s number of sensors was highest in 2012, it is plausible that the general
trend in sensor placement and use might be positive, with more sensors coming online
over time than are removed due to age, geopolitical constraints, or damage. If the
global measurement infrastructure for cybersecurity increases monotonically over time,
then the number of observable incidents will continue to grow, not necessarily because
attacks are getting worse but because more are being seen. Producing a normalised
measure (attacks per sensor) accommodates for a shifting network view in a way that
allows for an expanding infrastructure, while also blunting the effect of more sensors
recording a higher volume of attacks. Likewise, saying that country A is worse off in
terms of cybersecurity incidents than country B depends upon the placement and
density of network sensors in each location. Dense clusters of sensors should observe
more attacks, driving up the number of recorded incidents in that jurisdiction, even if
the total number of attacks that happen is less than in another seemingly better area.
Again, normalisation matters.

Cybersecurity risk and the economy

The basic argument in this paper is that indicators based upon raw counts of events can be
distortive. The last two sections make the case for the need to normalise count data
around relevant population size and observation capacity, but there is also a case that
can be made for the need to consider normalisations when talking about ecosystem-
wide risk assessments. The level of technical risk in the ecosystem was captured by the
US National Institute of Standards & Technology’s (NIST) National Vulnerability Database
(NVD), which included, before its discontinuation, a daily Workload Index. This index indi-
cates the ‘number of important vulnerabilities that information technology security oper-
ations staff are required to address each day’ (NIST 2017).

The Workload Index can really be read as a technical threat landscape or risk profile for
information security. The higher the index, the worse the threat landscape is, in the sense
that there is more daily work to be done in order to keep networks safe from external intru-
sion. The raw Workload Index value alone gives a good baseline measure for changes over
time in the scope of network vulnerability (Geer and Jardine 2017).

But here, too, if we want to calibrate future investment and policy to match the risk
inherent in the situation within which we find ourselves, there is again potentially an
important denominator question at work. Risk can never reasonably be reduced to zero.
And, ultimately, what matters is a firm or even an entire economy’s ability to manage a
given level of risk, not how much risk exists overall, although the two are clearly
related. For instance, driving a car is inherently risky due to the high speed of travel
and numerous potentially lethal obstacles that exist on the road. But the realised risk
from driving is not a static number based solely on these sort of threat vectors. Mitigation
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technologies and programmes can effectively reduce, say, either the risk of an accident
overall (electronic braking assist systems) or the risk of death in the eventuality of an acci-
dent (air bags, seat belts, etc.). Questions of risk management, therefore, can be usefully
understood as the quotient of both the risk score on the numerator (threat vectors or vul-
nerability workload) and the score on the denominator (risk mitigation factors), generating
what I would call a given level of realised risk.

In this sense, the Workload Index, which shows the level of technical vulnerabilities in
the economy, can be usefully normalised around the number of available information
security professionals that an economy can marshal to fix the daily problems captured
in the Index. Doing so using yearly US Bureau of Labor Statistics data from 2011 to
2015 highlights the difference between what could be called the raw and the risk-cor-
rected Workload Indices (Statistics 2017).4 As shown in Figure 3, from 2011 to 2015, the
average uncorrected Workload Index exhibits a clearly positive trend, potentially
suggesting that the level of risk in the ecosystem is getting worse over time and
suggesting, implicitly if not explicitly, that cybersecurity is getting worse.

Since the scope of the economy-wide risk profile is worsening, this scenario would
invite further investment in education, information security training programmes, and
other mitigation efforts by governments, universities, private enterprises, and even indi-
viduals. Such programmes could help manage cybersecurity risk, but they would also
be very costly, both directly in terms of dollars and indirectly in terms of opportunity
costs. Higher risk should, in principle, necessitate a higher need for mitigation personnel,
to be sure, but that need is also conditional upon the currently available pool of risk miti-
gation factors. Moreover, if risk increases at a slower rate than the growth in, say, mitiga-
tion personnel, then the harm that could be caused by technical vulnerabilities within the
economy may decline.

The trends in both the Workload Index and the addition of new information security
analysts to the economy within the United States fits with this pattern of differential
growth rates. Table 5 presents the trend in the average annual Workload Index as well
as the growth in information security analysts, as recorded by the Bureau of Labor Stat-
istics (Statistics 2017). The Workload Index has increased since 2011, rising from an
annual average of 6.01 to 7.91 in 2015. Likewise, the number of new information security

Figure 3. Economy-wide workload, 2011–2015.
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analysts entering the US economy has also increased, growing from 44,000 new entrants
in 2011 to 70,000 in 2015. Importantly, while both measures have increased over the
period in question, new mitigation personnel have grown faster than the increase in
new technical risks. In total, information security mitigation personnel grew by 27.6 per-
centage points more than technical risk during this five-year period.

As a result of these divergent growth rates, the empirical trend in the normalised Work-
load Index suggests that cybersecurity risk at the level of the US economy might be more
manageable in 2015 than it was in 2011. Framed in other terms more directly akin to the
idea of investment allocations, the economy has already invested and mobilised sufficient
countervailing resources to improve the level of technical information security risk com-
pared to 2011 levels. Normalisations of this sort provide a better metric to assess a coun-
try’s ability to handle the problems caused by increased digitisation.

Economy-wide assessments like this one, however, can mask several negative factors
that, broadly defined, remain a concern for policymakers. First of all, just because
realised cybersecurity risk can be reduced by increasing the size of the denominator,
which, in this case, is the volume of new information security professionals entering
into the economy, does not necessarily mean that all efforts ought to focus on this
portion of the equation. The presence of more mitigation personnel does mean that
a given vulnerability workload is easier to handle, but it also means that the workload
might be continually increasing over time. Normalised risk measures can also be
reduced by targeting risk and technical vulnerability directly. By reducing the occur-
rence and severity of vulnerabilities, policymakers would potentially be able to drive
down the amount of risk (the numerator) for any given number of mitigation personnel.
This policy approach would also improve the state of realised risk in the economy, but
do so in a different way.

Relatedly, another problem of constantly increasing risk, even if the realised risk post-
normalisation remains constant or even declines, is that of opportunity costs.5 In the pres-
ence of constantly growing risk, the economy as a whole is spending a lot of time and
resources training personnel to do fundamentally unproductive tasks associated with
keeping networks safe, rather than more generative processes such as creating new soft-
ware, designing applications, or spreading network infrastructure. In other words, even as
the realised level of risk potentially declined from 2011–2015, the economy as a whole is
dedicating more resources to fundamentally unproductive mitigation tasks because the
level of technical vulnerability continues to rise. The economy is, therefore, missing out
on otherwise productive worker hours.

Table 5. Variable paces of growth: the numerator vs. the
denominator.

Average Workload
Index

Information security
Analysts

2011 6.010193 44,000
2012 6.569415 52,000
2013 6.27358 48,000
2014 8.035782 68,000
2015 7.906009 70,000
Percentage Growth,
2011–2015

31.5% 59.1%

JOURNAL OF CYBER POLICY 13



Lastly, ecosystem-wide reductions in realised risk might not translate well into invest-
ment allocation decisions at the level of the individual firm. While realised risk in 2015
might be more manageable across the whole economy than it was in 2011, any given
firm might be in a worse position than it was before. There is, in effect, a distributional
question at play. Some firms might be hiring a lot of information security professionals,
while others might be hiring very few. As a result, even in a world where the normalised
metrics say that economy-wide realised risk is becoming more manageable, there will still
be winners and losers as a result of increasing vulnerabilities. Some firms, for example,
might hire many information security personnel. Others might fail to expand their infor-
mation security staff, creating a disproportionately burdensome vulnerability mitigation
workload at various points in the economy. Likely, the hiring of mitigation personnel is
probably a function of firm size, sector, and available resources. If this is the case, then
larger firms in certain sectors with a lot of resources might be benefiting disproportionally
from the growth in mitigation personnel. Powerful companies might manage higher levels
of technical risk just fine, while less affluent businesses are disproportionately affected by
worsening technical vulnerabilities. This logic suggests that a worsening Workload Index
might exacerbate the relative economic performance of large versus small firms, even if
realised risk at the level of the whole economy is going down.

The broader point, really, is that uncorrected measures of cybersecurity risk could either
overstate or understate the problem of vulnerabilities compared to normalised or realised
risk trends. If the number of people trained as information security specialists continues to
increase year over year, then the uncorrected Workload Index will overstate the problem
of risk in the economy. Naturally, the obverse is also true in the sense that even a static
Workload Index would be a worse overall problem if the number of mitigation personnel
declined. Of course, any given normalised cybersecurity risk rate might be deemed to be
too high, suggesting the need for more investment by firms, sectors, or whole economies.
In any event, normalised numbers create a ‘better’ metric of realised risk as a guide for
training, education, hiring and firing decisions across the economy, because they factor
in not just the sheer volume and scale of vulnerabilities but also the supply of mitigation
personal who manage this pool of risk.

Assessing remedial public policies: some problems of methods and
measurement

There are a multitude of groups, companies, associations, governments and even individ-
uals who are all trying to make the online environment more secure. Each party’s effort is
somewhat distinct (Raymond and DeNardis 2015). Governments try to enact and enforce
regulations, issue policy edicts and enforce the law. Companies try to build more secure
products and often partner with law enforcement to police cyberspace. The technical com-
munity develops standards and tries to build good products. Individuals try to avoid
getting hacked by not clicking on links in emails, avoiding certain websites or by using
antivirus software.

In every case, but particularly for governments and companies, the burning question is
how can we tell if these steps are working? If we cannot say whether a policy helped, hurt,
or did nothing at all, we cannot properly determine how to make things better. At best, we
are just randomly cycling through policy options in the hopes of hitting gold.
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Policy assessment tends to take a pretty simple form, but is actually never easy in prac-
tice. The key to such an assessment is to compare similar units. This comparison can be
done across space, contrasting firm A with the similar firm B. It can also be done by observ-
ing the same unit across time. In the temporal variant, as a first step, an analyst measures
the occurrence of some activity for some period of time (say one year) before a policy is
enacted. Then, the same outcome unit is measured over a similar period of time after the
new policy is put into place. To gauge the effect of a policy, an analyst then looks for sig-
nificant differences on the outcome variable both before and after the policy comes into
effect. If the outcome stays the same or gets worse, a preliminary assessment could say
that the policy was ineffective at best, or even outright counterproductive. If the situation
improves, then the policy might have actually had a remedial effect.

While the basic form of policy assessment tends to follow this pattern (sometimes with
comparisons across space rather than time), determining the causal effect of a particular
policy is often plagued by a number of methodological issues. Most readily, a policy
assessment can be stymied by confounding factors that make it look like there is an
effect when there is not (type I error) or no effect when there is (type II error). Additionally,
aggregation bias can actually reverse the direction of an assessed trend if the unit of obser-
vation is too crudely amalgamated (Jardine 2017). Likewise, assessments need to contend
with the counterfactual problem. A new policy might seem like it is working because the
outcome – say, spam or phishing attacks – is going down. But it is also possible that the
same negative trend would have happened anyway, even in the absence of the remedial
policy. In an environment as complex as the global internet, precisely determining a par-
ticular policy’s effect is extraordinarily hard and invariably imprecise in some measure. But
that does not mean that efforts should not be made to try to see if a policy helps or hurts.

These, and other, policy assessment problems are thorny issues, but there is also a
problem in assessing a remedial policy’s worth that takes us right back to the core
problem of normalisation. If you are measuring your outcome variable in the wrong
way, you are much more likely to get the wrong results at the end of a policy assessment.
As the old data scientist saying goes, ‘garbage in, garbage out.’ The problem here is that an
absolute count of any given form of malicious online activity can actually mask otherwise
effective remedial policies in a lot of bad data noise.

A real-life instance of this concern can be seen in the one area of cybersecurity where
the use of normalised measurements is fairly common: spam. Spam, the pesky transmitter
of so much junk and malware, is now frequently expressed as a normalised rate of all email
traffic, rather than as an uncorrected volumetric count as is done in most other areas of
cybersecurity. Considering a counterfactual scenario of what could happen in the realm
of policy assessment if spam was not normalised in this way is telling. In particular, the
absolute count of spam emails can make it look like things are getting worse after a sig-
nificant remedial policy is put into place, while the corrected measure (spam per email)
shows that things are actually getting better.

Take the 2011 Rustock botnet takedown as an example. Rustock emerged on the
scene in 2006 to infect machines using Windows operating systems. The botnet
eagerly spewed spam emails containing a self-propagation Trojan in the HTML email
templates that advertised Viagra erectile dysfunction pills (Dunn 2009). At its height,
upwards of 2.5 million devices were infected, with Microsoft filing its initial legal case
against the botnet operators in 2011 under the charge that Rustock, at the time of
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filing, infected upwards of one million Windows devices (Kirk 2010). Given this massive
network of infected machines, Microsoft’s Malware Prevention Center noted that the
botnet herd was able to send as much as 240,000 spam messages per day (Boscovich
2011). Near its peak, the botnet reportedly accounted for as much as 47.5% of the
world’s spam traffic (Wood 2011).

This global menace eventually attracted the attention of law enforcement, private com-
panies, and ever-fearsome academics. In 2011, the US government, Microsoft, FireEye,
Pfizer and researchers at the University of Washington teamed up to take down the
botnet in order to stem the deluge of spam, restrict the spread of malware, and
prevent the violation of copyright via fraudulent drug adverts. Rustock abjured criminal-
friendly ISPs in Eastern Europe and hosted its command and control nodes on smaller
hosts within the United States. Over the course of a few months, FireEye pinpointed the
signature linking the botnet zombies. Microsoft operated sinkholes to siphon off malicious
traffic and identified infected computers. And law enforcement was able to eventually
seize the command and control servers, thereby crippling the malicious network. By
March 2011, the links between the command and control nodes were severed. Rustock
was beaten.

A botnet the size of Rustock was a plague on the security of the global internet ecosys-
tem. Its ability to send an extraordinarily high daily volume of spam emails significantly
increased the annoyance and risk of malware infection for Microsoft users. In this sense,
the coordinated takedown should be seen as a discrete remedial policy. But a crude
assessment of the effectiveness of the takedown hinges on how we decide to measure
the indictor of poor cybersecurity: in this case, spam.

Figure 4 presents the difference between the trends in both the normalised and raw
count of spam emails (Pingdom 2009, 2010, 2011, 2012, 2013; Symantec 2014). The
events after 2011 really show why normalisation of cybersecurity indicators is so crucially
important for an assessment of policy effectiveness. While there was, compared to the pre-
vious week, a short run reduction of around 40.4% in the volume of global spam after
Rustock went offline on 16 March, the long-run yearly trend in the total volume of
spam emails actually underwent a massive increase in the years following the Rustock
takedown (Park 2011). This long-run trend could suggest that the Rustock takedown
was either ineffective or even potentially counterproductive.

Figure 4. Spam email (uncorrected and normalised).
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But the count of the absolute volume of spam emails sent, over the long term, can be
deceptive. In contrast to the long-run trend of worsening spam volume, the number of
spam emails expressed as a proportion of all email traffic points in the opposite direction.
Rather than increasing by 551%, as occurred with the total number of spam emails, the
spam email rate decreased by 2% over the 2011–2013 period. In this case, how we
measure the outcome in question leads to a differing sign on the direction of the relation-
ship and a 553-percentage point gap when assessing the effectiveness of a remedial policy
like a botnet takedown.

The Rustock botnet takedown was likely regarded as a success for those involved. Yet,
the important takeaway from this example is the idea that policy actors could have just as
easily judged the undertaking as a failure. Looking at spam volume one-to-two years on
from the takedown suggests that the policy action did fail. But this assessment emerges
for no other reason than that the indictor of malicious online activity – spam volume –
is being measured in the wrong way. In areas where count indicators predominate in
the place of rates, policy assessment is likely to be fraught with peril and likely to mischar-
acterise good policies as bad due to simple measurement malfeasance.

Finding a good denominator and other mathematical manipulations

Making a good measurement system that both addresses the numerous methodological
problems that plague current estimates and accommodates the changing face of the
internet ecosystem is a daunting but doable task. Andrew Jaquith (2007) points out that
a good metric is contextually specific and should be measured consistently, easily, numeri-
cally, and using ‘at least one unit of measure, such as “defects,” “hours,” or “dollars.”’ These
standards can be met, although being overly optimistic about the ease of proper quanti-
fication and measurement comes with its own risks (Verendel 2009).

In the case of normalised metrics, there are certainly no shortages of potential candi-
dates for the best denominator around which the various indicators of cybersecurity
can be adjusted. The number of internet users is a clear candidate. Law enforcement
agencies in the physical world routinely normalise crime statistics around the number
of people living in a given region. The advantage of this approach is that it ends up expres-
sing a person’s propensity of being a victim of a crime. If the murder rate is 1 in 100,000,
then one person per 100,000 people is probabilistically vulnerable to homicide.

But, as Jaquith notes, good metrics are also contextually specific. While I would hazard
that internet users are a good denominator in a large number of cases, it makes little sense
to normalise things like software vulnerabilities around people, especially as the number
of devices continues to surge and dwarf, by significant margins, the number of users. Vul-
nerabilities per line of code makes more sense. Likewise, due to problems of aggregation
bias, in an era of the Internet of Things, normalising malware infections around internet
users will over-represent the likelihood that a particular device will be infected (Jardine
2017). Normalising infected devices around the total number of devices more accurately
captures the chances that a particular machine might become infected by malware.

Online, the same intuitive benefits come with normalising things like phishing websites
around all websites or even Google search volume more generally. Such a procedure gives
people both a more useful measure for comparisons over time, as I have shown, and a
digestible number that gives a better sense of how likely it is that any particular person

JOURNAL OF CYBER POLICY 17



will be the victim of a crime in a given period of time. Personalised sentiments that frame
the problem as something that could affect people directly could well get the point across
better than counts. This process could mean making people more or less nervous, depend-
ing on the metrics in question.

While there are a number of candidates for contextually specific denominators, a
process of blind normalisations will not help depict the real scope of cybersecurity chal-
lenges and could easily come with its own sets of distortions. Instead, those involved in
collecting, analysing, and acting upon security metrics need to give some thought to
which denominator makes the most sense in which context. Sometimes – often, even –
it might be users, but it could also be devices operating a specific operating system,
lines of code, emails, or websites.

Determining what denominator to use in any given case is hugely important, but so is
the related determination of the correct scope of the population of interest. Websites
might be the best possible denominator, but which websites ought to be counted
remains an important question. In the analogue world, we might be curious what the
crime rate is in a particular country, city, or neighbourhood. At each varying level of
scale, the numbers making up the denominator change. It would not, in the physical
world, make sense to talk about property crime in a particular neighbourhood and
include the number of residents or homes in the whole city as a part of the denominator.
That would artificially drive down the crime rate.

For cybersecurity normalisations, a similar scoping procedure is needed. Like in the dis-
cussion of local infections within the US, Germany, and Russia, sometimes physical world
geographical units might set the proper boundaries for the scope of the denominator. If
you want to know about the occurrence of local infections among US internet users, then
normalising the number of events around the population in question makes the most
sense. Using global statistics can lead to distortions by biasing numbers downward.

At the same time, the technologies and protocols of the internet are globe-spanning.
This global reach makes the often crisp borders of crime and criminality in the physical
world a lot greyer. Victim statistics (local infections, say) can still be counted geographi-
cally, but a lot of other threat vectors run into complications when trying to determine
the right boundaries for the denominator. For example, calculating the growth or
decline of phishing websites is sensitive to the pattern of proliferation among new
content, including the language used on new sites. If 90% of phishing websites are con-
nected to English language content, then non-English websites and domains might be
safer than what the normalised global average might suggest. Conversely, English
domains might prove to be a lot riskier. These important differences point to both the
need to measure numerators and denominators correctly as well as the need to avoid pro-
blems of aggregation bias which can plague cybersecurity incident data (Jardine 2017).

The global nature of the internet also presents a challenge for the proper scoping of the
denominator because both victimhood and perpetrator status are often dislocated from
geography. Now, victims can be victimised without crossing borders, just as perpetrators
can commit crimes in another jurisdiction without leaving their home. Some aspects of
this type of phenomenon are by no means new (tourists commit crimes all the time),
but the scale of cross-border crime and victimisation is potentially different, as is the
ability to cross borders virtually without doing so in any physical sense of the term.
These myriad reasons suggest that a rethinking of the boundaries of the denominator
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may be needed in many areas. Sometimes a global denominator might actually make the
most sense, given the global nature and reach of the technology itself (Jardine 2015).

Determining the scope of the denominator also runs into a variant of the double-
spending problem. As Dan Geer put it, ‘Your data can be stolen and yet you will still
have it. Your programmes or keyboard can be bugged and yet your keyboard and pro-
grammes will still work’ (Geer n.d.). With the proliferation of digital records, and copies
of copies of those records, the appropriate boundaries of the denominator become
muddied. If there are 300 million people in the United States and each person’s Social
Security Number (SSN) exists in 10 databases, then there are 3 billion potential records
that could be compromised. If, in a given year, 100,000 SSN are stolen, then what is the
proper denominator? There are only 300 million unique SSNs, but there are also 3
billion copies floating around with various levels of security. In the first case, the normal-
ised rate of SSN theft is 33.3 stolen records per 100,000 people. In the second case, the rate
is only 3.3 stolen records per 100,000 copies of the SSNs.

The choice of the boundaries for the denominator in a world where original records and
copies coexist has material implications for how we understand the current state and chal-
lenges of cybersecurity. Using people as the denominator in the example above leads to a
rate that is ten times worse than the rate of compromised SSNs per all available copies of
the records. The first normalisation might be useful, as it suggests how many people are
affected by cybersecurity events. The second provides a better sense of how many records
were affected overall, given the stock of all available records. But, in either case, determin-
ing the precise scope of the denominator will have material implications for the measures
that are produced.

Given the differential rate of cyber incidents across various sectors of the economy, it
also stands to reason that the boundaries of the denominator ought to be selected, in
large part, based upon what policymakers want to know (Sarabi et al. 2016). If policy-
makers are curious about the average rate of attacks in the whole economy, they could
normalise incident counts around the number of firms in all sectors. But such a procedure
can mask telling underlying trends. Some sectors of the economy, such as the finance
sector, are bombarded daily, while others are often left comparatively alone. Specifying
what policymakers want to know helps to set the proper boundaries for data collection
efforts for the denominator, providing a better guide for policy. For example, remedial
policy for firms in a lightly affected sector of the economy based upon the average
national rate of incidents would be disproportionately high, while the very same remedial
steps in highly targeted sectors would be too little. Properly scoping the denominator pro-
vides a very good calibration tool for policymakers.

As a penultimate point, it is also worth mentioning that other forms of mathematical
manipulation might be better than normalisation, depending upon what needs to be
known. If you want to get a sense of how buggy a programme is, then the number of vul-
nerabilities per 1000 lines of code provides an answer. If you want to know how big a
problem a given set of vulnerabilities is, then the multiplication of the number of flaws
by the number of devices using that software provides a more relevant metric.

This multiplicative manipulation essentially points more clearly to the scope of the
security problem produced by buggy software. Dan Geer et al. (2003) once argued that
platform monopoly creates such a large cybersecurity risk that it rises to the level of a
national security threat. The reason, as shown by the widespread impact of the Eternal
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Blue exploit of Windows operating systems used in the WannaCry ransomware attack, is
that extensive reliance on a single system means all devices are vulnerable at the same
time to a single bug.

But really, the broad point is that counts of events, bugs, or incidents will rarely do. As
long as we fail to normalise our counts, the implications for public policy development,
implementation, and assessment can be fairly severe. As I show above, a failure to normal-
ise spam numbers can make an otherwise productive botnet takedown look ineffective or
even counterproductive. Likewise, basing national policy upon the observation that ‘sig-
nificant cyber incidents are occurring with increasing frequency’ could work out fine in
many instances, but it could also lead to a gross misallocation of scarce resources (The
White House 2016). In the same way, collectively calibrating investment at an individual,
firm, and national level to contend with cybersecurity risk is sensitive to the stock of avail-
able economy-wide mitigation resources. Just because technical risk increases in volume,
does not, once again, mean that policy needs to target aggressively the source of risk.
Realised risk, as a form of risk normalised around available mitigation resources, can still
decline even as risk increases overall. This disjunction suggests that government pro-
grammes to combat risk might be unnecessary in some cases and that better measure-
ments are needed to determine what a government, firm, or individual ought to do.

Conclusion

Measuring trends in cybersecurity, either over time or across countries, requires good
metrics. There are a number of reasons why the measures that we currently have do
not properly or accurately capture the scope of the problem (Anderson et al. 2008;
Herley and Dinei 2009; Florêncio and Herley 2011; Anderson et al. 2013; Brecht and
Nowey 2013; Geer and Jardine 2017; Jardine 2015, 2017). But even with the best numer-
ators in the world, a failure to normalise count indicators around the size of the internet
ecosystem will stymie both longitudinal assessment as well as cross-country comparisons
(Jardine 2015; Geer and Jardine 2017).

A failure to normalise security metrics can cause distortions for the allocation of invest-
ment and the proper assessment of both risk and the effectiveness of remedial policy. On
the investment front, failing to normalise phishing websites around the total number of
websites could promote various actors to invest heavily in taking these sites down,
even while the normalised measures actually show that the likelihood of coming into
contact with a phishing site is less of a problem now (when there are more of them in
total) than it was in 2008 (when there were fewer). These distortions can also involve a
shifting network view due to variable sensor placement. Likewise, when looking at the
level of technical risk in the ecosystem due to the vulnerabilities captured in the Workload
Index, failing to account for mitigation factors can bias risk assessments.

Beyond proper measurement and risk management, normalisation also matters for
policy assessment. Looking at the relationship between a major botnet takedown and
the volume of spam, for example, it is clear that simply observing a raw count of spam
could lead to the paradoxical and erroneous conclusion that the takedown of a botnet
herd sending upwards of 47.5% of the world’s spam actually led to more spam in the
years that followed. In contrast, the normalised numbers (spam/emails) shows that
taking down the Rustock botnet was followed, as one would expect, by a reduction in
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spam as a proportion of emails sent. In short, in a world where the ecosystem continues to
grow, governments, private companies, and practitioners can easily draw the wrong con-
clusions from an assessment of their actions if they are not using normalised measures.

To put a finer point on it, we need to mind the denominator. I have proposed that inter-
net users would be a reasonable and broadly applicable denominator in a lot of cases. Yet,
other metrics might be more situationally precise. Phishing websites divided by all web-
sites, for instance, is a useful measure because it both normalises the trend in phishing
websites around an indicator that captures the growing web-based ecosystem but also
expresses the problem in terms that people will more intuitively understand.

This final point – the public relations potential of propensity-based terms – is especially
relevant for users. Knowing that there were 735,319 phishing websites in 2015 is often too
abstract to be useful for users. Knowing that for every 100,000 websites out there, a user
risks running into 85 malicious ones is far easier to grapple with. It also gives users of all
stripes and dispositions a more usable number and ultimately that is what security metrics
are all about: usability.

At the end of the day, normalisation is an important adjustment to how we currently
measure cybersecurity incidents, but it is not the whole picture. Normalised indicators,
such as the rate of local infections per 100,000 internet users, give a sense of the likelihood
of being adversely affected by a malicious event. Yet, the normalisation of count data
reveals little about the potential impact of contact with malicious activity. In risk manage-
ment terms, the normalisation discussion elaborated upon here deals with the probability
of an event and not the magnitude of the outcome. As people, firms, and governments
shift more of their activities online, the potential impact of malicious events will go up.
This leads to the conclusion that normalised rates of incidents might be declining in
many areas, but the negative consequence to being affected by a hack might still be
going up. Determining, in this sort of situation, if we are better off overall requires the mul-
tiplication of probability by impact and a subsequent comparison over time or across geo-
graphical units.

This caveat to the utility of the denominator and normalised metrics points more gen-
erally to the need to avoid overly myopic thinking on measurement questions. Reality is
messy and any indicator worthy of the name is likely to abstract from important details
that may be still of extraordinary relevance to policymakers.

Notes

1. I am grateful for the anonymous review for this spatial extension of the sensor normalisation
idea.

2. Importantly, the sample in the AV Comparatives survey is not representative, so the statistical
extrapolation from the number of respondents indicating that they use Kaspersky to the
general population figure in each country is probably biased. Nevertheless, in the absence
of better data on the density of Kaspersky Labs’ sensors, rough numbers capturing the total
number of people using this AV suite per country can be used to show the general importance
of sensor normalisations for spatial comparisons of countries or regions. The associated
numbers, however, should be taken with a large pinch of salt, but the implication of sensor
density is well demonstrated.

3. It is worth reiterating that the survey data used to estimate the density of Kaspersky Labs’ AV
suite in Russia, Germany, and the US are not representative and cannot be taken as a represen-
tation of use among the broader population (Comparatives 2018). For the extrapolations, I
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treated the survey results as if they were representative of the whole Internet using population
to show the point, but better denominator data would be needed to really show the precise
degree to which network view affects the observation of attacks. I make the case, but more
data is needed to complete a process of quantification.

4. The data on the Workload Index was collected by Dan Geer and shared with me for this project
in December of 2016.

5. I am grateful to an anonymous reviewer for pointing out the problem of opportunity costs and
forcing me to re-think this example.
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